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Recap:	Bellman	Equation
State	value	function:	
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• The	equation	is	recursive:	!(") depends	on	!("′).
• It	sums	over	all	possible	future	returns,	weighted	by	their	

probability	of	occurring:	
– the	action	probability	given	by	!(#, %)
– the	state	transition	probability	given	by	'!!!"
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Recap:	Bellman	Equation
State	value	function:

!! " =$% ", '
"

$(##!"
#!

)##!" + +!! "$64 CHAPTER 3. FINITE MARKOV DECISION PROCESSES

s

s0

a

r

r
s0

s, a

a0

(v⇡) (q⇡)

Figure 3.4: Backup diagrams for v⇡ and q⇡.

into one sum over all possible values of both. We will use this kind of merged sum
often to simplify formulas. Note how the final expression can be read very easily as
an expected value. It is really a sum over all values of the three variables, a, s0, and
r. For each triple, we compute its probability, ⇡(a|s)p(s0, r|s, a), weight the quantity
in brackets by that probability, then sum over all possibilities to get an expected
value.

Equation (3.12) is the Bellman equation for v⇡. It expresses a relationship between
the value of a state and the values of its successor states. Think of looking ahead
from one state to its possible successor states, as suggested by Figure 3.4 (left).
Each open circle represents a state and each solid circle represents a state–action
pair. Starting from state s, the root node at the top, the agent could take any of
some set of actions—three are shown in Figure 3.4 (left). From each of these, the
environment could respond with one of several next states, s0, along with a reward,
r. The Bellman equation (3.12) averages over all the possibilities, weighting each by
its probability of occurring. It states that the value of the start state must equal the
(discounted) value of the expected next state, plus the reward expected along the
way.

The value function v⇡ is the unique solution to its Bellman equation. We show
in subsequent chapters how this Bellman equation forms the basis of a number of
ways to compute, approximate, and learn v⇡. We call diagrams like those shown in
Figure 3.4 backup diagrams because they diagram relationships that form the basis
of the update or backup operations that are at the heart of reinforcement learning
methods. These operations transfer value information back to a state (or a state–
action pair) from its successor states (or state–action pairs). We use backup diagrams
throughout the book to provide graphical summaries of the algorithms we discuss.
(Note that unlike transition graphs, the state nodes of backup diagrams do not
necessarily represent distinct states; for example, a state might be its own successor.
We also omit explicit arrowheads because time always flows downward in a backup
diagram.)

Example 3.8: Gridworld Figure 3.5 (left) shows a rectangular gridworld repre-
sentation of a simple finite MDP. The cells of the grid correspond to the states of
the environment. At each cell, four actions are possible: north, south, east, and
west, which deterministically cause the agent to move one cell in the respective di-
rection on the grid. Actions that would take the agent o↵ the grid leave its location
unchanged, but also result in a reward of �1. Other actions result in a reward of 0,
except those that move the agent out of the special states A and B. From state A,
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Recap:	Bellman	Optimality	Equation
Optimal	value	function:
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3.8. OPTIMAL VALUE FUNCTIONS 69

expected return for the best action from that state:
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The last two equations are two forms of the Bellman optimality equation for v⇤. The
Bellman optimality equation for q⇤ is
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The backup diagrams in Figure 3.7 show graphically the spans of future states and
actions considered in the Bellman optimality equations for v⇤ and q⇤. These are the
same as the backup diagrams for v⇡ and q⇡ except that arcs have been added at the
agent’s choice points to represent that the maximum over that choice is taken rather
than the expected value given some policy. Figure 3.7 (left) graphically represents
the Bellman optimality equation (3.17).

For finite MDPs, the Bellman optimality equation (3.17) has a unique solution
independent of the policy. The Bellman optimality equation is actually a system of
equations, one for each state, so if there are N states, then there are N equations in
N unknowns. If the dynamics of the environment are known (p(s0, r|s, a)), then in
principle one can solve this system of equations for v⇤ using any one of a variety of
methods for solving systems of nonlinear equations. One can solve a related set of
equations for q⇤.
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Figure 3.7: Backup diagrams for v⇤ and q⇤
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Optimal	value	function:
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The backup diagrams in Figure 3.7 show graphically the spans of future states and
actions considered in the Bellman optimality equations for v⇤ and q⇤. These are the
same as the backup diagrams for v⇡ and q⇡ except that arcs have been added at the
agent’s choice points to represent that the maximum over that choice is taken rather
than the expected value given some policy. Figure 3.7 (left) graphically represents
the Bellman optimality equation (3.17).

For finite MDPs, the Bellman optimality equation (3.17) has a unique solution
independent of the policy. The Bellman optimality equation is actually a system of
equations, one for each state, so if there are N states, then there are N equations in
N unknowns. If the dynamics of the environment are known (p(s0, r|s, a)), then in
principle one can solve this system of equations for v⇤ using any one of a variety of
methods for solving systems of nonlinear equations. One can solve a related set of
equations for q⇤.
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0.6,	r	=	30.4,	r	=	0

V* =	-2 V* =	0

!∗ # = 0.6× 3 + 0 + 0.4× 0 − 2.
												= 1.8 − 0.8.
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Solving	the	Bellman	Equation
• Finding	optimal	policy	by	explicitly	solving	
Bellman:	Dynamic	Programming

• Rarely	useful	in	practice,	it	requires:
– accurate	knowledge	of	environment	dynamics;

– enough	space	and	time	to	do	the	computation;

– the	Markov	Property.
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Solving	the	Bellman	Optimality	Equation

• How	much	space	and	time	do	we	need?
– polynomial	in	number	of	states	(via	dynamic	programming	
methods;	Chapter	4),

– BUT,	number	of	states	is	often	huge	(e.g.,	backgammon	
has	about	1020 states).

• We	usually	have	to	settle	for	approximations.

Many	RL	methods	can	be	understood	as	approximately	
solving	the	Bellman	Optimality	Equation.
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Many	RL	methods	can	be	understood	as	approximately	
solving	the	Bellman	Optimality	Equation.
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• Dynamic programming
• Monte Carlo
• Temporal Difference

Solving	the	Bellman	Optimality	
Equation



Possibility	to	finding	optimal	policy

Bootstrapping!

Value	Iteration
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Value	Iteration:	Temporal	Difference
No	model	of	the	environment

• However,	the	update	rule	requires	to	know	the	
dynamics	of	the	environment.

• Typical	is	to	use	temporal	difference	methods	to	
overcome	this	problem,	like	Q-learning.

• Look	at	the	difference	between	the	current	estimate	
of	the	value	of	a	state	and	the	discounted	value	of	
the	next	state	and	the	reward	received.
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Value	Iteration:	Simplest	TD	Method

14



Remember	Tic-Tac-Toe?
! " ← ! " + % ! & − ! "

! ( ← ! ( + % ! ) − ! (

12 CHAPTER 1. THE REINFORCEMENT LEARNING PROBLEM

way of playing.

This example illustrates the di↵erences between evolutionary methods and the
methods that learn value functions. To evaluate a policy an evolutionary method
holds the policy fixed and plays many games against the opponent, or simulates
many games using a model of the opponent. The frequency of wins gives an unbiased
estimate of the probability of winning with that policy, and can be used to direct
the next policy selection. But each policy change is made only after many games,
and only the final outcome of each game is used: what happens during the games
is ignored. For example, if the player wins, then all of its behavior in the game is
given credit, independently of how specific moves might have been critical to the
win. Credit is even given to moves that never occurred! Value function methods, in
contrast, allow individual states to be evaluated. In the end, evolutionary and value
function methods both search the space of policies, but learning a value function
takes advantage of information available during the course of play.

This simple example illustrates some of the key features of reinforcement learning
methods. First, there is the emphasis on learning while interacting with an envi-
ronment, in this case with an opponent player. Second, there is a clear goal, and
correct behavior requires planning or foresight that takes into account delayed e↵ects
of one’s choices. For example, the simple reinforcement learning player would learn
to set up multi-move traps for a shortsighted opponent. It is a striking feature of
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Figure 1.1: A sequence of tic-tac-toe moves. The solid lines represent the moves taken
during a game; the dashed lines represent moves that we (our reinforcement learning player)
considered but did not make. Our second move was an exploratory move, meaning that
it was taken even though another sibling move, the one leading to e⇤, was ranked higher.
Exploratory moves do not result in any learning, but each of our other moves does, causing
backups as suggested by the curved arrows and detailed in the text.

Value	iteration:	 ! *! ← ! *! + % +!"# + ,! *!"# − ! *!

where	+!"# can	be	0,	and	, can	be	1	! 15



Classification	of	RL	methods

YES NO

YES Dynamic 
programming

Temporal 
Difference (TD)

NO ___________ Monte Carlo 
Methods

Model	of	the	environment?

Bo
ot
st
ra
p?
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Monte	Carlo	Methods

• Monte	Carlo	methods	learn	from	complete
sample	returns
– Only	defined	for	episodic	tasks

• Monte	Carlo	methods	learn	directly	from	
experience

17



Monte	Carlo	Policy	Evaluation
• Goal: learn	V!(s)
• Given: some	number	of	episodes	under	% which	contain	s
• Idea: Average	returns	observed	after	visits	to	s

• Every-Visit	MC: average	returns	for	every	time	s	is	visited	in	an	
episode

• First-visit	MC:	average	returns	only	for	first	time	s	is	visited	in	
an	episode

• Both	converge	asymptotically

1 2 3 4 5
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First-visit	Monte	Carlo	policy	
evaluation
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Backup	diagram	for	Monte	Carlo

• Entire	episode	included

• Only	one	choice	at	each	state	
(unlike	DP)

• MC	does	not	bootstrap

• Time	required	to	estimate	
one	state	does	not	depend	on	
the	total	number	of	states

terminal state

20



Blackjack	example
• Object: Have	your	card	sum	be	greater	than	the	
dealer’s	without	exceeding	21.

• States (200	of	them):	
– current	sum	(12-21)
– dealer’s	showing	card	(ace-10)
– do	I	have	a	useable	ace?

• Reward: +1	for	winning,	0	for	a	draw,	-1	for	losing
• Actions: stick	(stop	receiving	cards),	hit	(receive	
another	card)

• Policy: Stick	if	my	sum	is	20	or	21,	else	hit

21



Blackjack	value	functions

22



Monte	Carlo	Estimation	of	Action	
Values	(Q)

• Monte	Carlo	is	most	useful	when	a	model	is	
not	available
–We	want	to	learn	Q*

• !!(#, %) - average	return	starting	from	state	s
and	action	a following	'

• Also	converges	asymptotically	if	every	state-
action	pair	is	visited

• Exploring	starts: Every	state-action	pair	has	a	
non-zero	probability	of	being	the	starting	pair

23



Monte	Carlo	Control

• MC	policy	iteration:	Policy	evaluation	using	MC	
methods	followed	by	policy	improvement

• Policy	improvement	step:	greedy	with	respect	to	
value	(or	action-value)	function

π Q

evaluation

improvement

Q →	Qπ

π→	greedy(Q)

24



Convergence	of	MC	Control

Interaction	between	policy	evaluation	and	improvement
iterative	improvement	until	convergence

25



Convergence	of	MC	Control
• Greedified policy	meets	the	conditions	for	policy	

improvement:

• And	thus	must	be	≥	#k by	the	policy	improvement	theorem
• This	assumes	exploring	starts	and	infinite	number	of	episodes	

for	MC	policy	evaluation

106 CHAPTER 5. MONTE CARLO METHODS

where
E�! denotes a complete policy evaluation and

I�! denotes a complete pol-
icy improvement. Policy evaluation is done exactly as described in the preceding
section. Many episodes are experienced, with the approximate action-value func-
tion approaching the true function asymptotically. For the moment, let us assume
that we do indeed observe an infinite number of episodes and that, in addition, the
episodes are generated with exploring starts. Under these assumptions, the Monte
Carlo methods will compute each q⇡k

exactly, for arbitrary ⇡k.

Policy improvement is done by making the policy greedy with respect to the current
value function. In this case we have an action-value function, and therefore no
model is needed to construct the greedy policy. For any action-value function q, the
corresponding greedy policy is the one that, for each s 2 S, deterministically chooses
an action with maximal action-value:

⇡(s)
.
= arg max

a
q(s, a). (5.1)

Policy improvement then can be done by constructing each ⇡k+1 as the greedy policy
with respect to q⇡k

. The policy improvement theorem (Section 4.2) then applies to
⇡k and ⇡k+1 because, for all s 2 S,

q⇡k
(s, ⇡k+1(s)) = q⇡k

(s, argmax
a

q⇡k
(s, a))

= max
a

q⇡k
(s, a)

� q⇡k
(s, ⇡k(s))

� v⇡k
(s).

As we discussed in the previous chapter, the theorem assures us that each ⇡k+1 is
uniformly better than ⇡k, or just as good as ⇡k, in which case they are both optimal
policies. This in turn assures us that the overall process converges to the optimal
policy and optimal value function. In this way Monte Carlo methods can be used
to find optimal policies given only sample episodes and no other knowledge of the
environment’s dynamics.

We made two unlikely assumptions above in order to easily obtain this guarantee of
convergence for the Monte Carlo method. One was that the episodes have exploring
starts, and the other was that policy evaluation could be done with an infinite number
of episodes. To obtain a practical algorithm we will have to remove both assumptions.
We postpone consideration of the first assumption until later in this chapter.

For now we focus on the assumption that policy evaluation operates on an infinite
number of episodes. This assumption is relatively easy to remove. In fact, the
same issue arises even in classical DP methods such as iterative policy evaluation,
which also converge only asymptotically to the true value function. In both DP
and Monte Carlo cases there are two ways to solve the problem. One is to hold
firm to the idea of approximating q⇡k

in each policy evaluation. Measurements and
assumptions are made to obtain bounds on the magnitude and probability of error
in the estimates, and then su�cient steps are taken during each policy evaluation to
assure that these bounds are su�ciently small. This approach can probably be made
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Blackjack	example	continued
• Exploring	starts
• Initial	policy	as	described	before
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Monte	Carlo	is	important	in	practice

• Absolutely
• When	there	are	just	a	few	possibilities	to	
value,	out	of	a	large	state	space,	Monte	Carlo	
is	a	big	win

• Backgammon,	Go,	…	
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Temporal	Difference	Learning

• Introduce	Temporal	Difference	(TD)	learning

• Focus	first	on	policy	evaluation,	or	prediction,	
methods

• Then	extend	to	control	methods

29



TD	Prediction
Policy	Evaluation	(the	prediction	problem):	

for	a	given	policy	!,	compute	the	state-value	function	V!

Recall: Simple	every-visit	Monte	Carlo	method:
! "! ← ! "! + % &! − ! "!

target:	the	actual	return	after	time	t

The	simplest	TD	method,	TD(0):
! "! ← ! "! + % (!"# + )! "!"# − ! "!

target:	an	estimate	of	the	return
(TD	error)
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Simple	Monte	Carlo
! "! ← ! "! + % &! − ! "!
where	Rt is	the	actual	return	following	state	st .
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Simplest	TD	Method
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Dynamic	Programming
! "! ← $" %!#$ + '! "!
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TD	methods	bootstrap	and	sample
• Bootstrapping:	update estimates on the basis of
other estimates
–MC	does	not	bootstrap
– DP	bootstraps
– TD	bootstraps

• Sampling:	update	does	not	involve	an	expected	value
–MC	samples
– DP	does	not	sample
– TD	samples
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Advantages	of	TD	Learning
• TD	methods	do	not	require	a	model	of	the	
environment,	only	experience

• TD,	but	not	MC,	methods	can	be	fully	incremental
– You	can	learn	before	knowing	the	final	outcome
• Less	memory
• Less	peak	computation

– You	can	learn	without	the	final	outcome
• From	incomplete	sequences

35


